
APPLIED Statistics  

CORRELATION  AND  REGRESSION  II  :  LINEAR  REGRESSION

1.

Linear regression.

In week 7 we looked at and applied techniques for measuring the strength and direction of relationships between two variables: correlation.  This week, we will will go a stage further to look at techniques for measuring the form of the relationship between two variable: regression analysis.

(a)
Aims.

For the purposes of the work in this module, the major aims of regression analysis are two-fold:

· To provide a concise summary of the form of the relationship between variables, in the format of a regression equation.

· To provide a tool which allows us to predict a values of one variable based upon values of another variable (dependent and independent variables, see below).

(b)
Bivariate linear regression.

As with correlation, we will continue to look at bivariate relationships, i.e. relationships between two variables.  We will look at multivariate regression, analysis of relationships betwen more than two variables, next week.  We will also limit ourselves to the analysis of linear relationships, i.e. the  analysis of relationships which are essentially linear, which can be summarised graphically by a straight line and mathematically by an equation of a straight line.  We will look at procedures for the analysis of nonlinear relationships next week.

(c)

Causality:  dependent and independent variables.

There are two types of variable in a regression model.  The dependent, or response, variable (y) is the variable whose values are to be predicted, or explained, given values of the independent (or predictor) variable (x).  It is important to be absolutely clear which is the dependent variable, and which is the dependent variable in regression.  The assumption embodied in a regression equation is that the values of the dependent variable depend on the values of the independent variable.

When talking in terms of dependent and independent variables, there is a suggestion of cause and effect.  We are saying that the independent variable controls the way in which the dependent variable takes on values.

When producing scatterplots, it is conventional to plot the y variable on the vertical axis and the x variable on the horizontal.

The distinction between dependent and independent variables is given in the following examples:

· Heathalnd soil moisture content and tree density of alder species in different transects.  Alder being quite hydrophilic draws moisture from the soil thus depleting the soil moisture store.  In this relationship, soil moisture is the dependent partner, it is dependent upon the number of trees in any transect (the independent variable).

· Air quality and traffic density in Leeds city centre.  Air quality is dependent upon traffic density.

· Land value (dependent) and distance from city (independent).

(d)
The procedure

The basic procedure in the regression anlysis to be carried out in this practical is:

· We calculate an equation which describes the relationship between the two variables using two parameters - these are a which is the intercept and b which is the gradient.

· We test whether these parameters are significant.  If they are insignificant it suggests that there is no relationship between the two variables.

· We calculate a r2 value which measures the goodness of fit of the model.

· We examine a plot of the residuals against the Y values that are estimated from the model to check whether the model assumptions are upheld.

· We identify particular residual cases from the analysis which are outliers and may help us to redefine our model.

· We may then use the equation to interpolate or extrapolate values that are unknown and this prediction capability is a very useful aspect of regression modelling.

It is important that you understand the differences between these various steps and they are described in more detail below.

2.

The linear regression equation.

As already stated, one of the priciple aims of regression is to find an expression, in terms of a regression equation, which describes the form of the relationship between two variables.

Consider the following relationship between x and y.  How can we best describe the form of the relationship between x and y ?  Because the variables are perfectly correlated, it is simply the line which passes through all of the data points.
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The general equation for a line is given by:










Where:
a = intercept (point at which line crosses the y axis)






b = gradient (of the line)

Derivation of this equation is illustrated below:
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The equation for a line is given by the expression:






Now consider the following relationship between x and y.
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The objective of linear regression is to fit a straight line to the data.  From, the above plot, it is clearly not possible to fit a straight line that wil pass through all of the points.  The problem, therefore, is to draw a line which passes as close to as many of the points as possible.  This line is called the “best-fit” line.

How do we calculate the equation for this best-fit line ?  We could draw a line “by eye”.  However, this has little statistical vlaue and is rather subjective, the decision of “best-fit” will vary from statisitcian to statistician.
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Fortunately, there are a variety of  standard techniques for constructing best-fit lines, these include:  Ordinary Least Squares (OLS) regression, Reduced Major Axes (RMA) regression, Perpendicular Least Squares (PLS) regression, and so on.  For explanation of the principles and methodology of the array of techniques, you should consult the more advanced undergraduate texts.  Perhaps the most common of these techniques, covered in most texts, is OLS regression.  In this module, we will concentrate on this technique alone.

3.

Ordinary Least Squares (OLS) regression.

From an almost infinite number of lines that could be drawn, the OLS technique determines the best-fit as the line:

· which passes through the centroid of the data, i.e. which passes through the point (

, 

).

· where the sum of the vertical deviations (e) is zero, i.e. where 

.  Note: when the observed value is above the line, the error is positive and when it is below the line it is negative.

· where the sum of the square deviations is minimised, i.e. where 

a minimum, this is how we get the expression “least squares”.

The derivation of the OLS line can be illustrated graphically:
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The equation for this line (the regression equation) is given by:








Where:



=
predicted value of y, the dependent variable






x
=
independent varaible






a
=
regression constant (the intercept term)






b
=
regression coefficient (the gradient term)






e
=
error term, or, residual

The regression model includes an error term (e) that recognises the degree of scatter about the line.

The regression coefficient (b) is calculated using the following formula:






The regreesion constant (a) is given by:






Example.

To illustrate the calculation of a regression equation, we will use the rainfall altitude example given in the last handout.

It is important that we are precise in stating which is our y and which is the x variable since regression implies a degree of causality between variables.  In this case, it is more sensible to assume that rainfall is dependent upon altitude and not the other way round.  So, rainfall is the dependent (y) variable and altitude is the independent (x) variable.

The following table shows the necessary tabulation for calculating a and b.

	Altitude (x)
	Rainfall (y)
	


	


	


	



	78
	520
	-158.2
	-441
	69766.2
	25027.2

	84
	630
	-152.2
	-331
	50378.2
	23164.8

	140
	670
	-96.2
	-291
	27994.2
	9254.4

	151
	750
	-85.2
	-211
	17977.2
	7259

	178
	770
	-58.2
	-191
	11116.2
	3387.2

	189
	790
	-47.2
	-171
	8071.2
	2227.8

	167
	810
	-69.2
	-151
	10449.2
	4788.6

	205
	850
	-31.2
	-111
	3463.2
	973.4

	220
	880
	-16.2
	-81
	1312.2
	262.4

	208
	900
	-28.2
	-61
	1720.2
	795.2

	259
	950
	22.8
	-11
	-250.8
	519.8

	278
	960
	41.8
	-1
	-41.8
	1747.2

	179
	950
	-57.2
	-11
	629.2
	3271.8

	269
	1000
	32.8
	39
	1279.2
	1075.8

	345
	1300
	108.8
	339
	36883.2
	11837.4

	315
	1200
	78.8
	239
	18833.2
	6209.4

	356
	1250
	119.8
	289
	34622.2
	14352

	378
	1390
	141.8
	429
	60832.2
	20107.2

	403
	1500
	166.8
	539
	89905.2
	27822.2

	321
	1150
	84.8
	189
	16027.2
	7191

	

 = 236.2
	

 = 961.0
	
	
	

460967
	

171275


So, the regression coefficient is given by:






and the regression constant is calculated as:






The regression equation is therefore given by:
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y = 325.62  +  2.69x

Y :  rainfall (mm)

X :  altitude (m)


4.

Using Minitab

As usual, Minitab will do the necessary calculations, and much more, in a matter of seconds.

To produce the regression eqauation, and its diagnostics, we use the regress command.  The form of the command is:



REGRESS {dependent, y, variable} on 1 {independent, x, variable}

By way of an example, the rainfall-altitude data was input to the Minitab spreadsheet.  Altitude (the independent, x, variable) was put into column C1 and rainfall (the dependent, y, variable) was put in column C2.

The following command was executed:



MTB>
REGRESS C2 1 C1







Regression equation





a




b




r2
MTB > regress c2 1 c1

The regression equation is

Rainfall = 325 + 2.69 Altitude
Predictor       Coef       StDev          T        P

Constant      325.43       38.58       8.43    0.000

Altitude      2.6914      0.1521      17.69   0.000

S = 62.95     R-Sq = 94.6%     R-Sq(adj) = 94.3%

Analysis of Variance

Source       DF          SS          MS         F        P

Regression    1     1240643     1240643    313.04    0.000

Error        18       71337        3963

Total        19     1311980
Unusual Observations

Obs  Altitude   Rainfall        Fit  StDev Fit   Residual    St Resid

 13       179      950.0      807.2       16.5      142.8       2.35R 

R denotes an observation with a large standardized residual





























Calcualted t
As you can see, the regression equation is the same as that calculated manually above.  The output also displays a variety of diagnostic information which allow us to determine how good our model is at summarising the relationship between x and y.

5.

Are model parameters significant ?

The a and b parameters define the form of the OLS relationship between the x and y variables.  However, it may be the case that there is no significant relationship between x and y and consequently the parameters would not be significant.  We are primarily concerned with a test of significance of the regression coefficient (b) as this indicates whether or not there is a true relationship between the variables.  The principles and method for testing the significance of b will now be described.

As with most of the other techniques that you have used so far, you have been dealing with samples and not populations.  In most geographical studies where you apply regression, your measured variables usually constitute random samples drawn from some population.  Since the sample is all that we have, we usually wish to generalise about the population based on the basis of the results obtained from our samples.  We may wish to make a statement about the relationship between rainfall and altitude across the whole of scotland based upon the results from our sample of 20 stations. 

Our sample regression equation is given by:






We could draw a large number of samples from the population and calculate a regression equation for each paired variable set.  We would find a different equation for each pair, since each will contain different data values - the degree to which they differ is dependent upon the samples size and strength of the underlying, population, relationship.  We wish to know if our sample regression equation is a good estimate of the “true”, underlying, population regression equation - this is also dependent upon the strength of our sample regression equation.

The population, or true, regression equation is given by:








Where:

(,(
=
the population, or true, regression parameters
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We can assess how good our estimate is by testing the statistical significance of our regression parameters.

The hypothesis tests are carried out using the usual five step procedure.

· Is b significant ?

We want to know if there is any statistically significant evidence of an association between x and y, i.e. is rainfall related to altitude ?  We conduct a special case of the t-test to arrive at an answer.  We set up the negative proposition that there is no significant relationship between xand y in the background population, i.e. that ( = 0.  If the slope was close to zero it would suggest that the y values do not increase or decrease as the x values change.

 (i)

Formulate hypotheses



H0 :
( = 0

We will hypothesise a positive relationship in the alternative hypothesis since it is (meteorologically) reasonable to suggest that rainfall will increase with altitude.



H1 :
( > 0


(ii)

Select a significance level

As usual, the SYMBOL 97 \f "Symbol" = 0.05 (or 95%) level provides an adequately rigorous test.

(iii)
Calculate the test statistic

The test statsitc is calculates as:






and the value is given in the Minitab ouput in the t-ratio column, the value given is:



t = + 17.69

(iv)

Finding critical t
We can find critical t from tables.  To read off the value, we need to know SYMBOL 97 \f "Symbol" (the significance level) and SYMBOL 110 \f "Symbol" (the number of degrees of freedom).

We selected the 0.05 SYMBOL 97 \f "Symbol" level.

Degrees of freedom are calculated from:



SYMBOL 110 \f "Symbol"
=
n - 2

In this example,



SYMBOL 110 \f "Symbol"
=
n - 2
= 20 - 2 = 18

The critical value, from the table, is:






(v)

Is calculated t significant ?

There are two steps to arriving at a conclusion.

SYMBOL 183 \f "Symbol" \s 10 \h
Firstly, we must make sure that the gradient is in the hypothesised direction.  In this case, it is +ve as we expected.

SYMBOL 183 \f "Symbol" \s 10 \h
Secondly, we compare calculated t and critical t.

The rules are:

If calculated t < critical t, accept H0






If calculated t > critical t, reject H0 and accept H1
Note: ignore the sign (+ve or -ve) in the comparison, just look at the magnitude of critical and calculated t.

So, the relationship between rainfall and altitude is significant since:







calculated t (17.69) > critical t (1.73)

This result is highly significant, from the table, we can see that the coefficient is even significant at the 99.5% (SYMBOL 97 \f "Symbol" = 0.0005) level.  A meaningful relationship exists.

· Is a significant ?

We can test for the significance of the regression constant in exactly the same way.  However, this is not such a critical step and can be safely ignored in this practical.

6.

Goodness of fit

We also need to know how well the regression equation (the model) describes the relationship between the two variables;  how good is the fit ?  A model fits well if the residuals are small (the scatter of points is close to the line) and it fits badly if the scatter is very wide.  The coefficient of determination (r2) is a measure of the spread of these residuals which is unit-free (the measure is independent of the units in which the dependent y variable is measured, making r2 values comparable between models).  As implied by its name, the r2 value is simply the square of the Pearson’s correlation coefficient, the equation for which was provided in the last practical.  Usually, this r2 value is expressed as a percentage value and the closer the value is to 100%, the better the model fit; a value of exactly 100% would indicate that the observed y values all fell exactly on the regression line and this is highly unlikely with geographical data !

The coefficient of determination is also calculated as the fraction of the variation in y that is explained by the fitted equation.  This calculated as the ratio of the observed, or total, variance (

) to the amount of variance that is explained by the regression line, also known as regression variance (

).  Therfore, the coefficient of determination is calculated as:






Total variance is given by:






Regression variance is given by:






This can also be illustrated graphically.  The following plots show observed (total) and predicted (regression) variance respectively.  If there is a perfect fit, predicted values (

) are the same as the observed values (y), and so 

 and 

 are equal, giving an r2 value of 100%.  If the fit is not perfect, then 

 is less than 

 and the r2 value will be less than 100%.
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In the rainfall-altitude example, the r2 value was found to be 94.6%.  We can say that the model explains 94.6% of the rainfall variance, and the model provides an excellent fit of the data.

7.
Regression assumptions
Remember that in most cases we are dealing with samples of data, rather than data for the whole population.  This means that a variety of relationships may result, depending on which sample is drawn.  If we wish to make inferences about the population from the particular sample data certain assumptions need to be upheld.

· The data are measured at the interval or ratio scale.

· The x values are measured without error.

· For any x value, the expected value of the error is equal to zero.  This means that we anticipate the y values to be normally distributed along the regression line.  If they are not normally distributed, it is probable that the relationship between the x and y variables is not linear (at some point along the regression line the y values are biased below or above the line suggesting that there is a curved relationship.

· The variance of the error component is constant for all levels of x.  This assumes that the spread does not increase or decrease as x increases.  This is the assumption of homoscedasticity, or equal variance.

· The errors are independent of each other (they are free from autocorrelation or spatial autocorrelation).  The value of y, for a given value of x should not be affected by the value y for any other x value.  In geographical examples spatial autocorrelation may occur when the y values represent values for areal units.  If the residual values appear to be clustered, rather than randomly spread, on the map, this indicates that spatial autocorrelation is a problem.  Spatial autocorrelation is discussed in the last practical exercise in the course.

· The error components are normally distributed.  This can be tested by producing a histogram of the standardised residuals and this should be normally distributed with a mean of zero.  Roughly 95% of the standardised residuals should fall in the range -2 to +2.

We will explore the validity of regression and its assumptions next week.

8.

Analysing the residuals

Often, when we fit regression models, we notice that one or more of the observations has an extremely large residual (positive or negative).  These are called outliers and they are interesting because they are unusual.  They may be caused by errors in the data, or they may help us understand why our regression model does not fit the data very well.  The residual values are simply the observed y value minus the estimated value (

); when the residual is high it means that the observed y value was far from the regression line (on which all of the estimated values fall).  These residuals are measured in the units of the y (dependent) variable making it difficult to compare the residuals from two different regressions that are based on different dependent variables.  For this reason it is common to calculate standardised residuals.

The residuals are also useful because we can plot them against the estimated y values to check whether the assumptions of the linear regression model.

We will explore the usefulness of residual analysis next week.

9.

Prediction:  interpolation and extrapolation

One of the most common uses of regression equations (models) is prediction.  We aim to predict a y value given any value of x.  When the x value lies within the range of the data, as in this case, this process is known as interpolation.  When we wish to predict a y value for a value of x that is outside the range, this is known as extrapolation and this is more risky since we assume that calculated regression equation holds true true beyond the range of our data.

Minitab can make predictions for us. To do this, include the predict subcommand with the regression command.  The prediction box is included at the bottom of the regression diagnostic tables.  Minitab tells us the estimated y value for a given x value and provides a 95% prediction interval for our prediction.  This gives us that we can be 95% certain that the true population value for y lies within the given range.

Example:

We wish to obtain a prediction of rainfall at an altitude of 300m for the rainfall-altitude relationship.

The following command was used:


MTB>
regress c2 1 c1;


SUBC>
predict 300.

The prediction output is:

     Fit  StDev Fit       95.0% CI             95.0% PI  

  1132.8       17.1   (  1096.9,  1168.8)  (   995.8,  1269.9)   

The estimated rainfall at an altitude of 300m is 1132.8mm and we are 95% confident that the true value lies in the range 995.8 ( 

 (1269.9 mm.  Note: in making this prediction, we have been interpolating the rainfall value.

10.

Statistics for the Terrified

Work through this week's module.  From the main menu, select the Fitting lines to data option and then work through each of the sub-topics.

11.

Assessment

This week's work must be submitted to the practical cabinet, in the Geography basement, by no later that 4pm on Friday 20 March.  Please ensure that all sheets are securely stapled together, and put your name on each sheet of paper.

Show all working, and where applicable, use Minitab to help answer the question.

Question1

The following data set represents average number of daily car trips and income (£thousands) for inhabitants living in different traffic zones of a city.

	x
household income
	y
number of trips

	10
	3

	12
	5

	11
	5

	9
	4

	14
	6

	16
	7

	21
	9

	18
	7

	22
	8

	24
	8

	17
	6

	15
	5


· Produce a scatterplot of the data.

· Find the regression relationship between the variables.

· Is the relationship significant ?

· How good a fit does the model provide.

· Produce predictions of number of trips for incomes of 20 and 30 respectively.  For each prediction, indicate whether you are interpolating or extrapolating, and provide the 95% prediction interval.

Question 2

The following data is for soil moisture content and number of trees in different vegetation quadrats on a heathland.

	x

number of trees
	y
soil moisture

	27
	25

	28
	9

	35
	18

	44
	27

	45
	32

	47
	21

	60
	33

	66
	38

	73
	49

	75
	48


· Produce a scatterplot of the data.

· By manual calculation, calculate the regression equation for the relationship between the variables.

· By manual calculation, find the coefficient of determination.  Soes the regression equation provide a good fit ?

· Using the Minitab output, conduct a test of signicance of the regression coefficient.
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